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Intelligent Agents as Teammates

Gita Sukthankar, Randall Shumaker, and Michael Lewis

INTRODUCTION 

Team behavior has almost exclusively been studied as involving humans 
interacting in tasks that require collective action to achieve success. Long 
a feature in science fi ction, it recently has become technologically possible 
to create artifi cial entities that can serve as members of teams, as opposed 
to simply being automated systems operated by human team members. 
In the computing and robotics literature, such entities are called soft ware 
agents. Th e term embodied agent is oft en used to describe physical robots 
in order to diff erentiate them from purely soft ware agents; however, for 
the purposes of this chapter, we will use agent to refer to both because 
we intend to argue that some form of embodiment, virtual or physical, is 
an important element in establishing and maintaining membership in a 
team. Th e term intelligent agent is probably overly generous for describing 
the cognitive performance possible within the next decade, but implicit in 
the proposed elevation of status to teammate is the assumption that agents 
are capable of serving a role within the team that would otherwise have 
to be served by a human. Th is does not imply that human-level cognitive 
capability is feasible, required, or even desired, only that serving as a team 
member implies a diff erent kind of interaction and collaboration with 
human team members than is expected of other forms of automation. If 
the agent must exhaustively consider interactions between its actions and 
the past and future actions of all other team members, achieving good 
teamwork becomes a computationally intensive problem. For the purpose 
of this survey, we limit our discussion of agents to pieces of soft ware that 
(a) are autonomous, defi ned as capable of functioning independently for 
a signifi cant length of time, (b) proactively act in anticipation of future 
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314 • Th eories of Team Cognition

events, and (c) are capable of self-refl ection about their and their team-
mates’ abilities. In this chapter, we will review research on multiagent sys-
tems, mixed initiative control, and agent interaction within human teams 
to evaluate the technological outlook, potential, and research directions 
for developing agents to serve as genuine team members. 

AGENT-ONLY TEAMS 

Th e study of human teams provides key insights about facilitating team-
work yet lacks the detailed computational models required to create a 
synthetic agent with teamwork skills. Th eoretical work from the artifi -
cial intelligence community on agent teamwork (Grosz & Kraus, 2003; 
Tambe, 1997) establishes the following desiderata for agent teams. First, 
the agents need to share the goals they want to achieve, share an over-
all plan that they follow together, and, to some degree, share knowledge 
of the environment (situation awareness) in which they are operating. 
Second, the agents need to share the intention to execute the plan to 
reach the common goal. Th ird, team members must be aware of their 
capabilities and how they can fulfi ll roles required by the team high-level 
plan. Fourth, team members should be able to monitor their own prog-
ress toward the team goal and monitor teammates’ activities and team 
joint intentions (Cohen & Levesque, 1991). Using these basic teamwork 
ideas, many systems have been successfully implemented using a vari-
ety of computational mechanisms, including teams supporting human 
collaboration (Chalupsky et al., 2001), teams for disaster response (Nair, 
Tambe, & Marsella, 2003), and teams for manufacturing (Sycara, Sadeh-
Koniecpol, Roth, & Fox, 1990). 

Guaranteeing Coordination 

In addition to identifying suitable roles for agents to play in human teams, 
to implement a soft ware system, appropriate coordination and commu-
nication mechanisms must be selected. For some domains, simple prear-
ranged coordination schemes, such as the locker room agreement (Stone & 
Veloso, 1999) in which the teams execute preselected plans aft er observing 
an environmental trigger, are adequate. Although this coordination model 
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has been successful in the RoboCup domain, the locker room agreement 
breaks down when there is ambiguity about what has been observed. 
For instance, what happens when one agent believes that the trigger has 
occurred but another agent missed seeing it? Th e TEAMCORE framework 
(Tambe, 1997; Tambe et al., 1999) was designed to address this problem; 
the agents explicitly reason about goal commitment, information sharing, 
and selective communication. Th is framework incorporates prior work by 
Cohen and Levesque (1990) on logical reasoning about agent intention 
and goal abandonment. Having agents capable of reasoning about fellow 
agents’ intentions makes the coordination process more reliable because 
the agents are able to reason about sensor and coordination failures. By 
giving all team members proxies imbued with this reasoning capability, it 
is possible to include agents, robots, and humans in a single team (Scerri 
et al., 2003). Other formalisms such as SharedPlans (Grosz & Kraus, 2003) 
have been employed successfully in building collaborative interface agents 
to reason about human intentions. 

Th e RETSINA soft ware agent framework (Sycara, Paolucci, Giampapa, & 
van Velsen, 2003) instantiates reasoning mechanisms based on Shared-
Plans to: 

 1. Identify relevant recipients of critical information and forward infor-
mation to them 

 2. Track task interdependencies among diff erent team members 
 3. Recognize and report confl icts and constraint violations 
 4. Propose solutions to resolve confl icts 
 5. Monitor team performance 

RETSINA agents are an implementation of the ATOM model of team-
work proposed by Smith-Jentsch, Johnson, and Payne (1998). Th e ATOM 
model postulates that, besides their individual competence in domain-
specifi c tasks, team members in high-performance teams must have 
domain-independent team expertise that is composed of four diff erent 
categories: information exchange, communication, supporting behavior, 
and team initiative/leadership. Th e performance of teams, especially in 
tightly coupled tasks, is believed to be highly dependent on these inter-
personal skills. 

To be an eff ective team member, besides doing its own task well, an agent 
must be able to receive tasks and goals from other team members, be able 

AQ2

AQ3

TAF-Y105625-11-0301-C013.indd   315TAF-Y105625-11-0301-C013.indd   315 4/12/11   5:35:41 PM4/12/11   5:35:41 PM



316 • Th eories of Team Cognition

to communicate the results of its own problem-solving activities to appro-
priate participants, monitor team activity, and delegate tasks to other team 
members. A prerequisite for an agent to perform eff ective task delegation 
is to know (a) which tasks and actions it can perform itself, (b) which of 
its goals entail actions that can be performed by others, and (c) who can 
perform a given task. Th e RETSINA agent architecture (Sycara, Decker, 
Pannu, Williamson, & Zeng, 1996) includes a communication module that 
allows agents to send messages, declarative representation of agent goals, 
and planning mechanisms for fulfi lling these goals. Th erefore, an agent 
is aware of the objectives it can plan for and the tasks it can perform. In 
addition, the planning mechanism allows an agent to reason about actions 
that it cannot perform itself and should be delegated to other agents. 

Dealing With Dynamic Environments 

Dynamic environments off er the following additional challenges to agent 
teamwork: (a) Th e environment is open, and the team constitution could 
vary dynamically through addition, substitution, or deletion of team-
mates; (b) team members are heterogeneous (having diff erent or partially 
overlapping capabilities); (c) team members share domain-independent 
teamwork models; (d) individual and team replanning is necessary while 
supporting team goals and commitments; and (e) any team member can 
initiate team goals. 

In forming a team to execute a mission, team members with diff erent 
capabilities might be required. Th e location and availability of potential 
teammates is not necessarily known at any given point in time. Moreover, 
during a mission, teams may have to be reconfi gured due to loss—total or 
partial—of team member capabilities (e.g., a robot loses one of its sensors) 
or the necessity of adding team members to the team. Automated support 
for addition, substitution, or deletion of team members requires exten-
sions to current teamwork models: (a) development of robust schemes for 
agents to fi nd others with required capabilities (i.e., agent discovery); (b) 
development of robust algorithms for briefi ng new team members so as 
to make them aware of the mission and current plans of the team; and (c) 
individual role adjustment and (re)negotiation of already existing plans 
due to the presence of the new (substitutable) teammate. One potential 
coordination mechanism that addresses many of these issues is capability-
based coordination, in which all the agents advertise their capabilities with 
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a matchmaking agent that can match agents to roles (Sycara et al., 2003). 
Aft er a team has been formed (or reconfi gured through capability-based 
coordination), team members must monitor teammates’ activities in order 
to pursue and maintain coherent team activity, team goals, and commit-
ments. Once team goals have been formulated, team members perform 
domain-specifi c planning, information gathering, and execution accord-
ing to their expertise while maintaining team goals. An agent’s planning 
must take into consideration temporal constraints and deadlines, as well 
as resource constraints and decision trade-off s. 

Team Planning 

Th eoretical work on team behavior (Cohen & Levesque, 1991; Grosz & 
Kraus, 1996) stresses that the agents need to share the goals they want to 
achieve, the plan that they follow together, and knowledge of the environ-
ment in which they are operating. In addition, they need to share the com-
mitment to execute the plan to reach the common goal. Furthermore, team 
members must be aware of their capabilities and how they can fulfi ll roles 
required by the team high-level plan and should be able to monitor their 
own progress toward the team goal and monitor teammates’ activities and 
team joint intentions. Th e theoretical work and the operationalization of 
these representational and inferential abilities constitute a generic model 
of teamwork. System implementation of team coordination (Tambe, 1997) 
has resulted in the creation of an agent wrapper (Pynadath & Tambe, 2002) 
that implements a generic model of teamwork. An instance of such a wrap-
per can be associated with any agent in the multiagent system and used to 
coordinate the agent’s activity with team activity. Teamwork wrappers can 
be used to wrap nonsocial agents to enable them to become team oriented. 

Besides capability-based coordination, discussed earlier, for open agent 
societies, and domain-specifi c multiagent planning, information gath-
ering, and execution, which are discussed in the next section, several 
enhancements to the agent teamwork models that have been reported thus 
far are necessary to adapt these models to human–agent teams.

Making Agents Proactive 

Any agent can generate a team goal, thus becoming a team initiator. 
Becoming a team initiator requires the ability to perceive and assess events 
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as meriting initiation of team-formation activities. Th e team initiator must 
be able to generate a skeletal team plan, determine the initiator’s own roles 
(by matching his or her capability to plan requirements), and fi nd addi-
tional teammates through capability-based coordination. Th e team initia-
tor is also responsible for checking that the collective capabilities of the 
newly formed team cover all requirements of the team goal.

Current models of teamwork are agnostic with respect to agent attitudes 
but implicitly assume a general cooperative attitude on the part of individ-
uals that make them willing to engage in teamwork. Experimental work on 
human high-performance teams (Salas, Prince, Baker, & Shrestha, 1995), 
with numerous human military subjects in time-stressed and dangerous 
scenarios, has demonstrated that attitudes of team help are important 
factors in achieving high performance. Currently, there is no theoreti-
cal framework that specifi es how such agent attitudes can be expressed, 
whether it is possible to incorporate such attitudes into current teamwork 
theories (e.g., joint intentions or SharedPlans), or what additional activi-
ties such attitudes entail during teamwork. 

One consequence of agents’ attitude of proactive assistance is a clearly 
increased need for team monitoring. In prior work, monitoring teammates’ 
activities was done so as to maintain joint intentions during plan execu-
tion. Th erefore, monitoring was done (Tambe, 1997) to ascertain (a) team 
role nonperformance (e.g., a team member no longer performs a team role) 
or (b) whether some new event necessitates team goal dissolution (e.g., 
realizing that the team goal has already been achieved). When develop-
ing schemes for tracking intentions of heterogeneous human–agent teams 
and dealing with the issue of appropriate levels of information granularity 
for such communications, additional monitoring must be done as a result 
of the proactive assistance agent attitude. Agents should volunteer to get 
information that is perceived to be useful to a teammate or the team as a 
whole. Moreover, agents should send warnings if they perceive a teammate 
to be in danger (e.g., Agent A warns Robot B of impending ceiling collapse 
in B’s vicinity). Additional monitoring mechanisms, such as time-outs 
and temporal- and location-based checkpoints that are established dur-
ing briefi ng, may also be useful. Time-outs are used to infer failure of an 
agent to continue performing its role (e.g., if it has not responded to some 
warning message). 

In large dynamic environments, detailed monitoring of individual 
and team activity via plan recognition is not possible because the agents’ 
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activities are not directly perceivable by others most of the time. Hence, it 
is assumed that agents communicate and monitor one another’s activities 
via Agent Communication Languages such as Foundation for Intelligent 
Physical Agents (FIPA) or Knowledge Query Manipulation Language 
(KQML). Th e content of the communication can be expressed in a declara-
tive language (e.g., Extensible Markup Language [XML] or DARPA Agent 
Markup Language [DAML]). Agents communicate signifi cant events (e.g., 
a new victim may have been heard), events pertaining to their own abil-
ity to continue performing their role (e.g., I lost my vision sensor), and 
requests for help (e.g., can someone who is nearby come help me lift  this 
rubble?). Th ese types of communication potentially generate new team 
subgoals (e.g., establish a team subgoal to get the newly heard victim to 
safety) and possibly the formation of subteams. Th e sender or the receiver 
of the message can initiate the new team subgoal. 

HUMAN–AGENT TEAMWORK 

Researchers desire to make agents an integral part of teams (Christoff ersen & 
Woods, 2004); however, this desire has not yet been fully realized. Teaming 
with agents is also distinct from operating them or tasking groups of agents 
to perform some function. Currently, fi elded robots and agent-based deci-
sion support systems almost exclusively operate in command mode, with 
an operator directly monitoring and controlling the system. Signifi cant 
research has been conducted studying control functionality for robots and 
decisions systems to improve the performance of human teams supported 
by agents; primarily robots because these are the systems most actively in 
use (Fincannon, Keebler, Jentsch, & Evans, 2008; Ososky, Evans, Keebler, & 
Jentsch, 2007; Parasuraman, Cosenzo, & De Visser, 2009). Th is research 
deals with operation of multiple robots by a single operator or small num-
ber of operators and coordination of vehicles and systems between human 
operators. Barnes, Cosenzo, Jentsch, Chen, and McDermott (2006) also 
explore this in the context of virtual worlds. Although this is important 
work and helps inform important agent teaming issues, the teamwork is 
among humans, with agents acting as extensions of the human operator 
rather than directly as team members. Th e conceptual leap needed for 
true human–agent teaming is the move to working with agent systems 
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rather than operating agents. Th is conceptual change is more than tech-
nological; even more signifi cant are issues of human trust in agents, team 
integrity with nonhuman members, and new concepts for span of control 
for agents. Sycara and Lewis (2004) identifi ed three primary roles played 
by agents interacting with humans: 

 1. Agents supporting individual team members in completion of their 
own tasks: Th ese agents oft en function as personal assistant agents 
and are assigned to specifi c team members (Chalupsky et al., 2001). 
Task-specifi c agents used by multiple team members (e.g., Chen & 
Sycara, 1998) also belong in this category. 

 2. Agents supporting the team as a whole: Rather than focusing on 
task completion activities, these agents directly facilitate teamwork 
by aiding communication, coordination among human agents, and 
focus of attention. Th e experimental results summarized in Sycara 
and Lewis (2004) indicate that this might be the most eff ective aid-
ing strategy for agents in hybrid teams. 

 3. Agents assuming the role of an equal team member: Th ese agents are 
expected to function as “virtual humans” within the organization, 
capable of the same reasoning and tasks as their human teammates 
(Traum, Rickel, Gratch, & Marsella, 2003). Th is is the hardest role for 
a soft ware agent to assume because it is diffi  cult to create a soft ware 
agent that is as eff ective as a human at both task performance and 
teamwork skills. 

RESEARCH CHALLENGES 

Creating shared understanding between human and agent teammates is 
the biggest challenge facing developers of mixed-initiative human–agent 
organizations. Th e limiting factor in most human–agent interactions 
is the user’s ability and willingness to spend time communicating with 
the agent in a manner that both humans and agents understand, rather 
than the agent’s computational power and bandwidth (Sycara & Lewis, 
2004). Horvitz (1999) formulates the problem of mixed-initiative user 
interaction as a process of managing uncertainties—managing uncertain-
ties that agents may have about users’ goals and focus of attention and 
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uncertainties that users have about agent plans and status. Regardless of 
the agents’ roles, creating agent understanding of user intent and making 
agents’ results intelligible to a human are problems that must be addressed 
by any mixed-initiative system, whether the agents reduce uncertainty 
through communication, inference, or a mixture of the two. In addition, 
protecting users from unauthorized agent interactions is always a concern 
in any application of agent technology. 

Adjustable autonomy, the agent’s ability to dynamically vary its own 
autonomy according to the situation, is an important facet of developing 
agent systems that interact with humans (Scerri, Pynadath, & Tambe, 2001, 
2002). Agents with adjustable autonomy reason about transfer-of-control 
decisions and may assume control when the human is unwilling or unable 
to do a task. In many domains, the human teammates possess greater task 
expertise than the soft ware agents, but less time; with adjustable auton-
omy, the human’s time is reserved for the most important decisions, while 
agent members of the team deal with the less essential tasks. Scerri et al. 
(2001) demonstrated the use of Markov decision processes to calculate an 
optimal multiple transfer-of-control policy for calendar scheduling user 
interface agents. Having agents with adjustable autonomy is benefi cial to 
agent teams. For example, a robot may ask a soft ware agent for help in 
disambiguating its position, a soft ware agent may relinquish control to a 
human to get advice concerning the choice between two decision-making 
alternatives, or a human may relinquish control to a robot in searching 
for victims. However, many interesting research problems remain, such as 
how control can be relinquished in ways that do not cause diffi  culties to 
the team, how to maintain team commitments, and how to support large-
scale interactions with many agents. 

Th ere are additional issues specifi c to the role assumed by the agent. 
Agents that support individual human team members face the following 
challenges: (a) modeling user preferences and (b) considering the status 
of the user’s attention in timing services (Horvitz, 1999). Agents aiding 
teams (Lenox, 2000; Lenox, Hahn, Lewis, Payne, & Sycara, 2000; Lenox, 
Roberts, & Lewis, 1997; Lenox et al., 1998) face an additional set of prob-
lems: (a) identifying information that needs to be passed to other team 
members before being asked, (b) automatically prioritizing tasks for the 
human team members, and (c) maintaining shared task information in 
a way that is useful for the human users. Agents assuming the role of 
equal team members (Fan, Sun, McNeese, & Yen, 2005; Fan, Sun, Sun, 
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McNeese, & Yen, 2006; Traum et al., 2003) must additionally be able to do 
the following: (a) competently execute their role in the team, (b) critique 
team errors, and (c) independently suggest alternate courses of action. 

Human–agent teams have been used in a variety of applications, includ-
ing command and control scenarios (Burstein & Diller, 2004; Xu, Volz, 
Miller, & Plymale, 2003), disaster rescue simulations (Schurr, Marecki, 
Scerri, Lewis, & Tambe, 2005), team training in virtual environments 
(Traum et al., 2003), and personal information management (Chalupsky 
et al., 2001). Because these applications have widely diff erent requirements, 
the generality of the models and results between domains is questionable. 
Th e following distinctions are instructive: 

How many humans and agents are there in the team? Are the agents • 
supporting a team of humans, or is it a team of agents supporting 
one user? 
How much interdependency is there between agents and humans? • 
Can the humans perform the task without the agents? 
Are the agents capable of unsolicited activity, or do they merely • 
respond to the commands of the user? 

Agents Supporting Team Members 

In this class of applications, the soft ware agents aid a single human in 
completing his or her tasks and do not directly interact with other human 
team members. Two organizational structures are most commonly found 
in these types of human–agent teams. In the fi rst structure, each human is 
supported by a single agent proxy. Agent proxies interact with other agents 
to accomplish the human’s tasks. In the second structure, each human is 
supported by a team of agents that work to accomplish the single human’s 
directives. Oft en there are no other humans involved in the task, and the 
only “teamwork” involved is between the soft ware agents. Examples of 
this type of agent system are agents assisting humans in allocating disaster 
rescue resources (Schurr et al., 2005) or conducting a noncombat evacua-
tion operation (NEO) (Giampapa, Paolucci, & Sycara, 2000). In the NEO 
scenario, the agents eavesdropped on human conversations to determine 
proactively what kind of assistance humans could use and engaged in 
capability-based coordination to identify agents that could supply the 
needed information. 
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Agents Acting as Team Members 

Instead of merely assisting human team members, the soft ware agents 
can assume equal roles in the team, sometimes replacing missing human 
team members. It can be challenging to develop soft ware agents of com-
parable competency with human performers unless the task is relatively 
simple. Agents oft en serve this role in training simulation applications 
by acting as team members or tutors for the human trainees. Rickel and 
Johnson (2002) developed a training simulator to teach human boat crews 
to correctly respond to nautical problems, using STEVE, a SOAR-based 
agent with a graphical embodiment. Th e Mission Rehearsal Environment 
(Traum et al., 2003) is a command training simulation that contains mul-
tiple virtual humans who serve as subordinates to the human commander 
trainee. Th e human must negotiate with the agents to get them to agree 
to the correct course of action. It is uncommon in human–robot applica-
tions to have robots acting as team members, rather than supporters; how-
ever, limited examples of human–robot teamwork are starting to emerge 
in the Segway RoboCup division, where each soccer team is composed 
of a Segway-riding human paired with a robotically controlled Segway 
(Argall, Gu, Browning, & Veloso, 2006). 

Agents Supporting Human Teams 

In this class of applications, the agents facilitate teamwork between 
humans involved in a group task by aiding communication, coordina-
tion, and focus of attention. In certain applications, this has shown to be 
more eff ective than having the agents directly aid in task completion. For 
the TANDEM target identifi cation control and command task, Sycara 
and Lewis (2004) examined diff erent ways of deploying agents to support 
multiperson teams. Diff erent agent-aiding strategies were experimentally 
evaluated within the context of a group target identifi cation task, includ-
ing (a) supporting the individual by maintaining a common visual space, 
(b) supporting communication among team members by automatically 
passing information to the relevant team member, and (c) supporting task 
prioritization and coordination by maintaining a shared checklist. Th e 
two team-aiding strategies (supporting communication and task priori-
tization) improved team performance signifi cantly more than supporting 
team members with their individual tasks. Aiding teamwork also requires 
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less domain knowledge than task aiding, which makes the agents poten-
tially reusable across domains. 

Human–Robot Teams 

Recently there has been increasing interest in the problem of creating 
eff ective human–robot interfaces (Atherton, Harding, & Goodrich, 2006; 
Harris, Banerjee, & Rudnicky, 2005; Lewis, Tastan, & Sukthankar, 2010; 
Nielsen, Goodrich, & Crandall, 2003; Squire, Traft on, & Parasuraman, 
2006; Stubbs, Hinds, & Wettergreen, 2006; Wang, Lewis, & Scerri, 2006). 
A signifi cant amount of research is currently being focused on social 
robots, with particular emphasis on evoking and recognizing social cues 
in human–robot interaction (Breazeal, Takanishi, & Kobayashi, 2008). 
Th is highly anthropomorphic approach is appropriate for exploring basic 
human–agent interaction concepts, and much has been learned that will 
enable constructing agent teammates, but translating highly anthropo-
morphic agents to the fi eld may be problematic at this stage of development. 
Informal interaction with Army personnel indicates limited usefulness of 
detailed anthropomorphic means of communication, such as face displays, 
and a general aversion to this approach in robots. Laboratory research sup-
ports this notion (Sims et al., 2005) while reinforcing the observation that 
humans have a predisposition to anthropomorphize mechanical objects. 
An important fi nding is that people who interact with robots consistently 
are more comfortable if there is a clear distinction between the agents and 
humans. Matching form with actual capability is likely to be an impor-
tant factor in agent acceptance and eff ective membership in a team. For 
a variety of practical reasons already mentioned, there can be too much 
anthropomorphism in the design of agents. Unfortunately, little of this 
theoretically interesting and successful laboratory work has moved to 
real-world applications of the kind we envision. Th is issue requires care-
ful attention in attempting to make human–agent teaming a reality. An 
alternative to anthropomorphism for teaming agents is a simplifi ed agent 
personifi cation that could be termed biomorphic, in that it takes advan-
tage of the tendency noted previously for humans to attribute capabilities 
based on form, but does not seek to directly replicate human features. In 
this approach, we seek to exploit existing physical features of robots and to 
create appropriate embodiments for soft ware agents that reinforce accu-
rate human assessment of agent capability and state, reinforce the human 
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mental model of the agent, and facilitate natural human communication 
modalities. 

Human–Agent Interaction 

We suggest that three important facets of human–agent interaction are 
(a) mutual predictability of teammates (Sycara & Lewis, 2004), (b) team 
knowledge (shared understanding), and (c) mutual adaptation. Mutual 
predictability means that parties must make their actions suffi  ciently pre-
dictable to the teammates to make coordination eff ective and also try to 
form some estimate of many features of the team activity (e.g., how long 
it will take a teammate to perform an action). Team knowledge refers to 
the pertinent mutual knowledge, beliefs, and assumptions that support 
the interdependent actions and the construction or following of plans to 
fulfi ll the team goals. Team knowledge (shared understanding/shared 
knowledge) can exist before the team is formed (through previous experi-
ences) or must be formed, maintained, and repaired aft er the team has 
started its collaboration. Th e ability to be directed and mutual adaptation 
are key components of teamwork because they express the interdependen-
cies of team activity. If the way a player performs an activity has no eff ect 
on another, then the two players work in parallel but do not coordinate. 
Additionally, the agent designers must consider using multimodal interac-
tion or modifying the agent persona to enhance communication between 
the humans and agents. 

Multimodal Interaction 

Speech, gesture, and posture are important human–agent communica-
tion channels for the kind of dynamic and interactive team activities envi-
sioned as likely near-term to midterm applications; however, agent–agent 
communication and, to some degree, human–agent communication can 
take advantage of technical adjuncts not usually available to human team-
mates. To facilitate agent assimilation within a team, at a minimum, the 
agent should be able to interpret, appropriately respond to, and generate 
in some form standard arm and hand gestures. Th is does not necessarily 
have to be done entirely visually. Research in communicating with agents 
using accelerometer-based input devices was successful in sending stan-
dard Army Field Manual hand and arm signals when direct observation 
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was not possible (Chen & Sharlin, 2008; Varcholik & Barber, 2008). Th is 
method of communication provides redundant gesture information, visual 
and electronic, signifi cantly improving classifi cation reliability, while at 
the same time being low cost. Perhaps most interesting, it opens the pos-
sibility of reliable human–agent gestural communication beyond line of 
sight. Th e complement of this has also been demonstrated using vibrot-
actile belts or vests as signaling devices to humans. Th is gestural–tactile 
modality has been investigated for human team member communication; 
two authors in particular (Merlo et al., 2006; Prewett et al., 2006) describe 
the eff ectiveness of this modality for reliably providing information over a 
distance, with the added benefi t of reducing the problem of spatial transla-
tion due to body orientation and position. Agents can readily become bidi-
rectional participants using this communication modality as an adjunct 
to direct visual observation. 

Excellent research work in multimodal communication for agents has 
been done in laboratory environments, primarily focusing on the use of 
speech and gesture interfaces in the context of collaboration. William 
Kennedy and a research team at the Navy Center for Applied Research 
in Artifi cial Intelligence (NCARAI) (Kennedy et al., 2007) considered the 
reconnaissance element of intelligence, surveillance, and reconnaissance 
(ISR) as a practical team task in which to explore covert communication 
along with the spatial reasoning and perspective-taking elements needed 
for eff ective cooperation. Th e physical environment was a simplifi ed 
version of a team covert surveillance task but was adequate for explor-
ing issues in interpretation of simple speech and gesture-based interac-
tion at a level of complexity comparable to that of the shepherd–sheepdog 
example. Th is research highlighted the need for multiple internal situa-
tion representations, ranging from engineering-oriented metric position 
information from sensors and map-oriented navigation data to the quali-
tative and cognitively plausible representations needed for eff ective verbal 
and gestural dialog with humans. A related study at NCARAI (Traft on 
et al., 2005) explored the issue of perspective taking as a crucial element 
in human–agent interaction in the context of a shared task and further 
addressed the importance of mapping between cognitively inspired and 
engineering-oriented internal models. Th e two research projects described 
support the technical feasibility of limited-context, limited-vocabulary 
multimodal interaction that human–agent team behavior will require 
with some important caveats, including dealing with noise and corrupted 
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signals, multiple humans and agents communicating where there may be 
diff ering simultaneous contexts, and the importance of appropriate inter-
nal models. 

Agent Persona 

Much of the research discussed so far was conducted with little attention 
to the physical form of the agent. Although this factor was not important 
for exploring many of the underlying issues in human–agent interaction 
that will be needed in teaming, it will be a concern when implementing 
physical agents that can operate within a team. Th is issue goes beyond 
agents in the form of robots, where physical form is clearly an issue; we 
contend that even purely soft ware agents will need some sort of appro-
priate physical representation to most eff ectively work with humans as a 
teammate and be perceived as able to eff ectively perform tasks within the 
team. Creating an appropriate agent persona will clearly enhance accep-
tance and support a crucial aspect of agent incorporation within teams—
trust and confi dence among team members, human or otherwise. 

Turing’s test for artifi cial intelligence entails engaging a human observer 
in a text-based dialog with a computer such that the human is unable 
to distinguish whether the interaction is with a human or a computer. 
Relatively simple programs such as Eliza (Weizenbaum, 1966) came sur-
prisingly close to reaching this criterion at least for short periods of time. 
For this early attempt, however, this was not so much due to technical 
merit as the fact that humans seem to have a strong predisposition to 
attribute anthropomorphic characteristics to machines, as a number of 
studies have shown (Ellis et al., 2005; Powers & Kiesler, 2006; Sims et al., 
2005). Th e likelihood of success in developing agents that can serve as 
members of human teams is enhanced by this predisposition, but there is 
substantial argument against constructing agents that could be confused 
with humans, not least of which is that the level of cognitive performance 
that we can expect to achieve within the foreseeable future will be far 
from comparable to human performance. Although it might be tempt-
ing to provide the most human-like external appearance and behavior 
that we can achieve, this would likely create performance expectations 
that are far beyond that which we are likely to be able to achieve within a 
decade or two. Because eff ective teamwork requires sophisticated models 
of tasks, other agents, and the team’s roles, goals, and plans, as well as 
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the ability to communicate eff ectively, agents must possess these capa-
bilities, preferably in a form readily compatible with the human equiva-
lent, but not necessarily in the form of a cognitive model. Much of the 
research in human–agent social interaction has taken an anthropomor-
phic approach, replicating facial features, gestures, and other biologically 
inspired features. Excellent examples of this include Honda’s Asimo and 
the National Aeronautics and Space Administration’s Robonaut (Ambrose 
et al., 2000). In both cases, signifi cant eff ort went into replicating human-
like external features, such as a face, and providing human-like means 
for locomotion (Asimo) and manipulation (Robonaut and Asimo). Both 
also use good speech generation and some level of verbal dialog capabil-
ity, although cognitive performance is substantially below the level that 
external appearance would suggest. 

Team Knowledge 

Team knowledge is critical to understanding team performance because 
it explains how members of eff ective teams interact with one another 
(Cannon-Bowers & Salas, 2001). It does not refer to a unitary concept; 
instead, it refers to diff erent types of knowledge that need to be shared in 
eff ective teams. Teams build knowledge about specifi c tasks (both declara-
tive and procedural task-specifi c knowledge), items related to tasks (e.g., 
expectations of how teams operate), characteristics of teammates (e.g., 
strengths, preferences, weaknesses, tendencies), and attitudes and beliefs 
of teammates (Cannon-Bowers, Tannenbaum, Salas, & Volpe, 1995). 
Knowledge of the strengths and weaknesses of teammates and their atti-
tudes and beliefs can be generalized across a variety of tasks. Knowledge 
that is task related can be used across similar tasks. 

Team knowledge and shared understanding need to be formed between 
humans and agents despite the presence of multiple representations. As 
Cooke, Salas, Cannon-Bowers, and Stout (2000) point out, members of 
human teams have both shared and unshared knowledge of the team’s 
task and state. Agents are likely to have varying levels of intelligibility to 
other members of their team because the tasks and conditions they are 
responding to will be known to diff erent extents by other team members. 
One of the ways to address this is through customization of the agent 
communication for each team member based on the agent’s estimation of 
what the human teammate knows. Another way is to always give human 
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team members the maximum amount of information the agent consid-
ers relevant but without customization. Team knowledge implies that the 
agents will have a clear idea of important features of the team composi-
tion. For agents to perform as full-fl edged team members, they must have 
a clear model of team goals, team membership, member capabilities, and 
member roles in procedurally defi ned tasks. 

Mutual Predictability 

Mutual predictability, as well as team knowledge, entails knowledge trans-
fer between team members. It enables teammates to communicate and 
coordinate in a meaningful manner. Humans represent most knowledge 
implicitly in their brains. Th is knowledge needs to be represented in some 
explicit manner for other teammates to understand it. Th e introduction 
of agents into teams creates impediments to mutual predictability. Th e 
greatest impediment to agents assisting human users lies in communi-
cating their intent and making results intelligible to them (Lewis, 1998). 
To this end, representation schemes that are declarative and intelligible 
both by humans and agents are most useful. Research on knowledge rep-
resentation within agents is primarily based on logic-based formalisms 
(Brachman & Levesque, 1984). High-level messaging languages such as 
KQML contain message types intelligible both to agents and humans (e.g., 
inform, tell, ask) and have been used in systems such as RETSINA for 
successful human–agent collaboration. Diff erent forms of communica-
tion (e.g., text, pictures, menus) might vary in eff ectiveness as carriers of 
knowledge transfer between teammates, both human and agent. 

Mutual Adaptation 

Mutual adaptation is defi ned by how team members alter their roles to 
fulfi ll team requirements. Researchers acknowledge that the most eff ec-
tive agents will need to change their level of initiative, or exhibit adjust-
able autonomy, in response to the situation to be most eff ective (Horvitz, 
1999; Scerri et al., 2002). For agents to appropriately exercise initiative, 
they must have a clear model of the team’s goals, member roles, and team 
procedures. Agents can execute transfer-of-control strategies (Scerri et al., 
2001), which specify a sequence of changes of autonomy level in the case a 
human is occupied and cannot make timely decisions, but such strategies 
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must be designed to fi t within human expectations, rather than violating 
them. An important research question is whether teams perform better 
when agents have a constant but potentially suboptimal level of autonomy 
or when agents constantly adjust to the team’s context. 

Communication 

Underpinning team knowledge, mutual predictability, and mutual adap-
tation is clear and eff ective communication. Because we are designing and 
building agents rather than training them individually, the task of creat-
ing agent equivalents for mental models can be considered separately from 
communication, easing the requirements for high-level natural language 
capability. Additionally, we can readily replicate such models among 
agents once these models are created and can even provide dynamic 
model updating among agents if desired. Dynamically maintaining agent 
internal models during team eff orts, however, must rely to a signifi cant 
degree on the ability to generate and understand the implicit and explicit 
communication naturally used between human team members. Although 
agents may be able to use technical modalities among themselves that are 
unavailable to human team members, to the degree technically feasible, we 
should seek to provide the capability for agents to eff ectively use human 
communication modalities. 

Ideally, human–agent intrateam communication would be able to 
directly exploit the modalities and conventions used by human team 
members (e.g., speech, gesture, postural cues, and perhaps some degree 
of aff ect recognition), rather than requiring specialized control stations 
and the need for extensive operator training and attention to control-
ling an agent. As a practical matter though, there will almost certainly 
be a control station operated by a designated agent handler to deal with 
maintenance, database update, and other operational issues. If intrateam 
communication required such a control station for every team member 
to communicate with an agent, team behavior would be signifi cantly 
negatively impacted, so the objective is to seek to minimize special-
ized interfaces for most purposes Th e operating environments where 
human–agent teams will most likely need to operate for most useful 
applications require that the speech, gesture, and other signaling modal-
ities used must cope with background noise, need for silence, varying 
accents, simultaneous speakers in the background, visual occlusion, 
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poor lighting, confusion, and other real-world issues with which human 
team members must deal. 

Application of Human–Robot Teamwork

In this section, we present a case study describing the development of 
an intelligent user interface to facilitate human–robot teamwork that we 
built and evaluated at the Intelligent Agents Lab at University of Central 
Florida. Th e eff ectiveness of a human–robot team can be enhanced in a 
variety of ways, including improving task allocation across entities with 
diff erent capabilities (Koes, Nourbakhsh, & Sycara, 2006), using adjust-
able autonomy to improve the timing of agent intervention (Scerri et al., 
2003; Sierhuis et al., 2003), and building explicit models of user distraction 
(Fan & Yen, 2007; Lewis et al., 2010; Wang et al., 2010). However, in some 
cases, tasking (which entity should perform the task) and timing (when 
should the agents/robots act autonomously) are relatively straightforward 
to compute. Th e barrier to adjustable autonomy in a human–robot system 
can be selecting eff ective actions during time segments when the robot is 
acting autonomously. Th is is a problem for all autonomous systems oper-
ating in uncertain environments, yet human–robot systems have options 
that are unavailable to normal robots. A common solution is to decrease 
the time period of autonomous operation and increase the amount of user 
intervention, but in cases where the task is complicated and the user’s 
workload is already high, this approach threatens to degrade the over-
all system performance. We propose an alternate approach in which the 
agents and robots leverage information about what the user is doing and 
has recently done to decide their future course of action. We demonstrate 
our approach on a multirobot manipulation task that is both diffi  cult 
to perform autonomously due to sensor limitations and challenging for 
human teleoperation because of the higher degrees of freedom.

In our multirobot manipulation task, the user directs a team of two 
mobile robots to lift  objects using an arm and gripper for transport to 
a goal location. Th e environment contains a heterogeneous selection of 
objects, some of which can be transported by a single robot and others 
that require both robots to lift . Figure 13.1 shows a picture of the team of 
robots cooperatively moving an object that cannot be carried by a single 
robot; Figure 13.2 shows the same robots manipulating diff erent objects 
in close proximity, clearing obstacles in parallel. Such tasks are versions of 
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the multirobot foraging problem that has been successfully addressed by 
decentralized task allocation algorithms (Goldberg et al., 2003) but with 
the additional complication that grasp planning and manipulation must 
be executed by the human due to sensor limitations. Like cooperative 
box pushing (Kalra, Ferguson, & Stentz, 2005), multirobot manipulation 
requires tight coordination between robots, but the task is additionally 
diffi  cult because a poor grasp from either of the robots will lead to the 
object being dropped. Augmenting the robots with manipulation capa-
bilities increases the number of potential usage cases for a Robots, Agent, 
People (RAP) system. For instance, a number of Urban Search and Rescue 
(USAR) systems have been demonstrated that can map buildings and 
locate victims in areas of poor visibility and rough terrain (Wang et al., 
2006). Adding manipulation to the robots could enable them to move 
rubble, drop items, and provide rudimentary medical assistance to the 
victims. Th e RoboCup Rescue competition has recently been extended to 

FIGURE 13.1
(a) Two robots cooperate to lift  a box. One robot is teleoperated, while the other moves 
autonomously to mirror the user’s intentions. Th e user can seamlessly switch robots 
during such maneuvers. (b) Robots cooperate to clear the environment of objects in 
parallel and deposit them in the goal location.
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award points for manipulation tasks. Th e RoboCup@Home competition, 
which aims to develop domestic service robots, also includes manipula-
tion of household objects such as doors, kitchen utensils, and glasses. A 
set of standardized tests is used to evaluate the robot’s abilities and perfor-
mance in a realistic home environment setting. 

To address this problem, we developed the Intelligent Agent Interface 
(IAI), which adjusts its autonomy based on the user’s workload. In addi-
tion to automatically identifying user distraction, the IAI leverages prior 
commands that the user has issued to one robot to determine a course of 
action of the second robot. To enable the human to simultaneously control 
multiple robots, the interface allows robots to be placed in a search mode, 
where the robot continues moving in the specifi ed direction, while hunt-
ing for objects and avoiding obstacles. IAI monitors each of the robots and 
identifi es robots that are ignored by the operator through measuring time 
latencies. It then assumes control of the unattended robot and cedes con-
trol if the user sends the robot an explicit teleoperation command. Th e IAI 
provides the user with two important new cooperative functions: autono-
mous positioning of the second robot (locate ally) and a mirror mode in 
which the second robot simultaneously executes a modifi ed version of the 
commands that the user has issued to the actively controlled robot. When 
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FIGURE 13.2
Th e intelligent agent interface is designed to enable the user to seamlessly switch tele-
operation across multiple robots. Th e IAI supports a cooperative mode where the agent 
supports the user’s active robot by mirroring its intentions.
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the user requests help to move a large object, these cooperative functions 
enable the robot to autonomously move to the appropriate location and 
cooperatively lift  the object and drive in tandem to the goal. 

Robots have the following modes of operation:

Search: Th e robots wander the area searching for objects.
Help: A robot enters this mode if the human operator calls for help or 

when the teleoperated robot is near an object too large to be moved 
by an individual robot.

Pickup: Th e robot detects an object and requests that the human tele-
operate the arm.

Transport: Th e robot transports an object held by the gripper to the 
goal.

Locate ally: Th e unmanaged robot autonomously moves to a position 
near the teleoperated robot based on command history.

Mirror: Th e robot mimics the commands executed by the teleoperated 
robot to simultaneously lift  an object and transport it to the goal 
location.

In a typical usage scenario, the IAI moves the unattended robot around the 
environment in search of objects to be moved (clutter). At the start of the 
mission, the region is roughly partitioned into two areas of responsibility 
for exploration. Given this partition, each robot independently searches its 
assigned space. Th e robot’s current state is displayed on the user interface 
for the benefi t of the human operator. When the user needs help manipu-
lating an awkward object, the second robot can be called using the game-
pad controller. Th e help function can also be automatically activated by 
the IAI system, based on the other robot’s proximity to large objects. Once 
in the help mode, the robot executes the locate ally behavior.

IAI maintains a history of both robots’ navigational movements and 
uses dead reckoning to determine the teleoperated robot’s position. Each 
robot has a cliff  sensor, which when activated indicates that a robot has 
been forcibly moved. If that occurs, the IAI system notifi es the user to 
reorient the robot by driving it to its initial starting position. If the user 
is not actively soliciting help, the unmanaged robot typically moves into 
the search mode; once the robot detects an object, it notifi es the user that 
it needs help with manipulation. Aft er the object has been lift ed by the 
user, the robot transports it to the goal. Th e aim of the IAI system is to 
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smoothly transition between the unmanaged robot rendering help to the 
user and asking for help with the manipulation section of the task. Th e 
human operator can also opt to put the other robot into mirror mode. 
In this mode, the unmanaged robot intercepts the commands given to 
the teleoperated robot and attempts to duplicate them in its own frame of 
reference. Th is mode is essential for reducing the workload of the operator 
during cooperative manipulation, when two robots are required to lift  the 
object. By combining the help, locate ally, and mirror modes, the robot 
can autonomously detect when its help is needed, move to the correct posi-
tion, and copy the teleoperated robot’s actions with minimal intervention 
from the operator. 

Th e baseline system, designated as manual operation, consisted of a stan-
dard teleoperation setup where the human operator controls all aspects of 
the robot’s motion using the Xbox 360 controller. Th e user interface is 
only used to display camera viewpoints, and the robots never attempt to 
act autonomously. In our proposed approach, the user has access to the 
additional commands help and mirror through the controller. Th e IAI 
automatically detects lack of robot activity and triggers the search mode 
to hunt for objects with the unmanaged robot. When an object too large 
for a single robot is detected, the IAI system autonomously positions the 
robot and waits for the user to activate the mirror. We measured task per-
formance using two metrics: (a) the time required to complete the task, 
and (b) the number of times objects were dropped during the scenario. We 
see that in the majority of runs, IAI signifi cantly accelerates the human 
operator’s progress. We attribute this to the fact that the robot controlled 
by the IAI continues to assist the human operator, while the teleopera-
tion condition forces the user to ineffi  ciently multitask between robots. 
In addition, the number of average drops is lower with IAI in all three 
scenarios. In general, IAI results in fewer drops because the mirror mode 
enables the user and agent to coordinate grasping and movement, whereas 
in manual mode, the user risks dropping the object as a robot is moved 
during two-handed manipulation tasks. 

Adding manipulation capabilities to a robot team widens its scope of 
usage tremendously at the cost of increasing the complexity of the plan-
ning problem. By off -loading the manipulation aspects of the task to the 
human operator, we can tackle more complicated tasks without adding 
additional sensors to the robot. Rather than increasing the workload of 
the human user, we propose an alternate approach in which the robots 
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leverage information from commands that the user is executing to decide 
their future course of action. We illustrate how this approach can be used 
to create cooperative behaviors such as mirroring and locate ally; together, 
the robots can coordinate to lift  and transport items that are too awkward 
to be manipulated by a single robot. In the user study, our mixed-initiative 
user interface (IAI) showed statistically signifi cant improvements in the 
time required to perform foraging scenarios and the number of dropped 
items. Users were able to master the interface quickly and reported a high 
amount of user satisfaction. Th is case study shows how eff ective user inter-
face design can be used to improve mutual predictability between humans 
and robots. Within the constraints of the scenario, the robots are able to 
accurate predict the human’s intentions well enough to function autono-
mously for limited periods of time.

CONCLUSIONS 

It is important to establish reasonable expectations for team-oriented 
agents. Th e development time frame we will consider is approximately 10 
years; extrapolating beyond this would likely put us more into the realm 
of science fi ction than is appropriate. Within this time frame, the prospect 
for achieving anything approaching human-level performance in agents 
for any of the critical elements of team behavior we require is not good. 
For setting more practical objectives for agent performance, consider a 
well-known case of human and nonhuman agent team behavior: shep-
herds and sheepdogs. We believe this model is a good exemplar for many 
reasons, not least of which is that the tasks performed by this human–
agent team have direct civil and military team analogs, such as searching, 
convoying, perimeter protection, area patrol, and crowd management. An 
important element of such teaming that we also should seek to emulate is 
that the number and ratio of human and agent team members may vary, 
with the team members adjusting to available team resources within the 
context of the team mission. Th is requires every element of macrocogni-
tion as previously defi ned. Furthermore, the shepherd–sheepdog example 
is a working example of entities with diff ering cognitive, physical perfor-
mance, and communication capabilities collaborating on shared missions 
in dynamic environments. 
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Organizationally, the shepherd–sheepdog example is similar to what 
we expect will be the case for most human–agent team applications; a 
human specifi es, monitors, and controls overall execution of the mission. 
Th ere are, of course, some circumstance even in the example given where 
the agent might need to act or deviate from a plan without direct com-
munications but within the framework of the assigned mission. Because 
agents are expected to display initiative in executing their element of 
tasks, mechanisms for planning and validation against mission objectives 
are required. Examples where this is important include dealing appropri-
ately with contingencies, adjusting dynamically with humans and other 
agents while executing assigned tasks, and communicating mission-
 relevant events within the team. Th e types of direct communication used 
eff ectively within the shepherd–sheepdog team are verbal and nonverbal 
sounds, as well as gestures, postures, and perhaps aff ect. Such communi-
cation is oft en bidirectional: dogs are skilled at recognizing direct com-
mands and nonverbal cues from humans and can generate many signals 
that humans can readily comprehend. Th is nonverbal communication is 
surprisingly rich: Dogs can express understanding, nonconcurrence, non-
comprehension, and even concern. Th ey can also get humans’ and other 
agents’ attention and signal mission-relevant information using combina-
tions of various modalities. 

Th e elevation of agents to teammate status has important practical and 
psychological implications, with the burden of adapting to human team 
dynamics, standards of performance, and interaction falling primarily on 
agents, with perhaps some small accommodation on the part of human 
team members. In short, human team behavior sets the conditions to 
which agents must accommodate, and creating agent analogs to human 
cognitive processes and communication modalities is the technical chal-
lenge for agent designers. 

Th ere has been signifi cant progress in AI research over fi ve decades; 
however, we should not expect to achieve human levels of cognitive capa-
bility in agents for a long time, despite prediction of a computing singu-
larity by an important AI researcher, Raymond Kurzweil (2006). Th ere 
has also been quite good progress in the sort of natural language under-
standing and gesture recognition that would facilitate full team member-
ship; Sofge et al. (2004) and Traft on (2006) explicitly examine this issue. 
However, almost exclusively, this has been accomplished in the con-
text of the fi rst category proposed by Sycara and Lewis (2004)—agents 
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supporting individual team members in completion of their own tasks. 
Moreover, these eff orts, although successful and useful, were conducted in 
benign environments and in limited problem-solving contexts. In short, 
full team membership is perhaps too technically challenging at this time 
and, in any event, would precipitate signifi cant social and pragmatic com-
plications within the team structure. For many useful purposes, however, 
full team membership is unnecessary, and there have been many success-
ful demonstrations of human–agent teams in which the agents only pos-
sessed limited cognitive capabilities. 

Salas, Dickinson, Converse, and Tannenbaum (1992) characterize 
human teams as “a distinguishable set of two or more people who inter-
act dynamically, interdependently, and adaptively towards a common and 
valued goal/objective/mission.” Researchers desire to make agents an inte-
gral part of teams (Christoff ersen & Woods, 2004); however, this desire 
has not yet been fully realized. Current soft ware agents currently lack the 
dynamism and adaptivity in Salas et al.’s description of human teams and 
are more capable of supporting human teamwork skills than executing 
them autonomously. Th ere has been tremendous progress in constructing 
some of the necessary components necessary to build an agent team mem-
ber, most notably in the areas of planning, coordination, and multimodal 
interfaces. Th e problems of building team knowledge, mutual predictabil-
ity, and adaptability remain formidable challenges barring the formation 
of eff ective human–agent teams. However, in the near term, it is possible 
to create an eff ective social-computational system composed of human 
and agent teammates that bolster each other’s weaknesses to form a team 
in which the whole is greater than the sum of the parts. 
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