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Abstract. Agent-based models are a powerful tool for predicting pop-
ulation level behaviors; however their performance can be sensitive to
the initial simulation conditions. This paper introduces a procedure for
leveraging large datasets to initialize agent-based simulations in which
the population is abstracted into a set of archetypes. We show that these
archetypes can be discovered using clustering and evaluate the benefits of
selecting clusters based on their stability over time. Our experiments on
the GitHub dataset demonstrate that simulation runs performed with
the clustering archetypes are more successful at predicting large-scale
activity patterns.
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1 Introduction

The aim of our research is to create a versatile agent-based model for simulating
large-scale usage trends of the GitHub collaborative development tool. GitHub
repositories typically have several developers working on the project as a vir-
tual team. However open source projects hosted on GitHub can be downloaded
and copied thousands of times, spawning an ecosystem of related repositories.
Although it is possible to predict usage trends on GitHub using purely machine
learning approaches [1], we believe that a hybrid approach of agent-based mod-
eling and data mining is more promising, enabling us to explore a richer range
of community interactions.

One challenge of modeling developer behavior is that GitHub has become
popular as a general purpose hosting and communication tool for myriad types
of efforts, ranging from personal software archives to large open source projects
with millions of users. Many repositories are not directly related to software de-
velopment but are instead used to curate document collections [2]. Previous stud-
ies of computer-supported cooperative software development have attempted to
survey the developers to understand the differences between individual contribu-
tors vs. rockstar programmers and popular curators [3]. There is a large amount
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of variability in the usage rates of GitHub, with some developers submitting hun-
dreds of changes in a month, but with most users remaining completely dormant
or passively observing.

Expressing the diversity of the user population within a single agent-based
framework is demanding. Rather than relying on existing taxonomies of user
behavior created from survey data, we extract the archetypes from the user’s
contribution history from the most stable clusters found by k-means clustering.
This approach also has the advantage of simultaneously producing the relative
distribution of each archetype across the developer population, along with the
monthly activity. Our results show that our archetype extraction and simula-
tion initialization procedure produces more accurate predictions of population
behavior, as measured by the Gini coefficient of contributor activities.

2 Approach

Our dataset consists of all GitHub users and repositories created before March
2017 along with the activity data from January 2015 to February 2017. We
divided 26 months of data into 20 months for training the clustering and 6
months for testing the simulation. There are approximately seven million users
with at least one activity during the training period, but we restrict our analysis
to the three million users with greater than ten total activities.

The GitHub activity dataset consists of 14 event types: CommitComment,
Create, Delete, Fork, Gollum, IssueComment, Issue, Member, Public, Pullrequest,
PullrequestReviewComment, Push, Release, and Watch. These can be grouped
into three general categories: contributions, watches, and forks (copies). We cre-
ated activity profiles of GitHub users using the average monthly activity per
event type to be used as clustering features. Since GitHub users have a wide
range of activity levels, first we partitioned users based on their average monthly
activity and then clustered each partition separately. Table 1 shows the number
of users in each partition.

Table 1. GitHub user partitions

Partition Average monthly activity Number of users

1 (0,10] 1.4M
2 (10, 100] 1.5M
3 (100, 1K] 44K
4 (1K, 10K] 741
5 (10K, inf] 69

Since the range of values for different event types varies widely, we normalized
features by scaling them to lie between zero to one. We clustered each partition
separately using k-means but restricted our analysis to partitions with greater
than one hundred users.
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2.1 Cluster Stability

One question is whether clustering the data from different time periods yields
the same archetypes. Are the data-driven archetypes more sensitive to monthly
activity fluctuations than archetypes described in survey studies? To examine
this question, we performed a cluster stability analysis to measure whether sim-
ilar clusters are observed from month to month. Similarity is computed between
clusterings of consecutive months, and the stability score is the average similar-
ity score of all consecutive months [4]. The Adjusted Rand Index (ARI) is used
to measure similarity between clusterings. ARI is 1.0 when clusters are identical
and close to 0.0 for random labeling [5]. The following procedure is used to cal-
culate stability score for each k value:

Given a set M = m1,m2, ...,mn of monthly user activity profiles in the
training months, the k-means algorithm takes the number of clusters, k
as input:

1. For k = 2, ..., kmax

1.1. For i = 1, ..., n
Cluster data of mi into k clusters to obtain model CMi and
clusters Ci

1.2. For i = 2, ..., n
Cluster data of mi using CMi−1 to obtain clusters C ′i

1.3. Compute stability as the mean similarity between clustering Ci

and C ′i

Stability(k) =
1

(n− 1)2

n∑
i=2

Similarity(Ci, C
′
i) (1)

2. Choose the parameter k that gives the highest stability:

K = arg max
k

Stability(k) (2)

2.2 Archetype Model

The clustering results were then used to initialize the archetypes included in our
agent-based model of GitHub repository contribution, developed on NetLogo
6.0.2 [6]. General User archetypes were created using the best and second best
clusters from partitions 1 to 4 in Table 1. Hyperactive Users were defined by
aggregating the event activity profiles of the 69 users in partition 5 into mean
frequency per event type. Accordingly, the cluster size for Hyperactive Users was
set equal to the count of users in partition 5.

Using the above archetypes, a scaled-down agent-based model was constructed.
Two agent breeds were modeled: 1) Users and 2) Repositories. Repositories were
considered a non-active breed of agents that kept track of contributions made
by User agents. User agents were allowed to perform one out of a set of ac-
tions, U , that reflected actual GitHub events plus the event Idle for the case
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that a User did not perform an event during that time step. Since activity
was partitioned on monthly basis, the per minute frequency of a GitHub event
(UGH

j : UGH = U − Idle) being triggered by a General User (ai : i <= 16) was
referred to as FUGH

j
,ai

and calculated as:

FUGH
j

,ai
=
AUGH

j
,ai

43200
(3)

For General Users, FUGH
j

,ai
< 1 and was modeled as the probability that a

user of archetype ai would trigger a GitHub event UGH
j in a discrete simulation

time step. Accordingly, each discrete time step was used to represent a minute.
Hyperactive Users were modeled as triggering FUGH

j
,a17 where FUGH

j
,a17 > 1

such that many events of type UGH
j were generated per simulation time step.

This difference in event triggering could have been accommodated by modeling
simulation time steps as milliseconds but was performed to reduce the runtime of
the simulations to a computationally feasible limit. The model was scaled down
by 1000th of the population size of GitHub in the training data and cluster sizes.

In addition to the rate at which Users performed events of different types
which was informed by the clustering results, there was the question of model-
ing the target repository for each event. To handle this, we obtained the mean
number of repositories a user would interact with during a month from the data
(mean = 3.6, st.dev = 37.046). These values were used to calculate the maxi-
mum number of repositories a user would work with in the simulated month, µ,

through a gamma distribution (α = 3.62

37.0462 , λ = 3.6
37.0462 ).

Users maintained a list of familiar repositories. Each simulation time step, a
user agent selected a behavior to perform based on the event frequency defined
by its archetype. If this event was a contribution event, one of the repositories
in its contribution list would be selected as the target of this event. If, in a
simulation time step, a user decided to perform a Watch or Fork event, the user
chose σ repositories at random from the repository population and selected the
repository with the highest sum of Forks and Watches from this subset as the
target for this action. This repository would then be added to its list of familiar
repositories, displacing a repository already in this list at random if the list was
already at capacity µ.

Some key ABM parameters were directly inferred from statistics of the train-
ing data. New Users were injected into the simulation at a probability of 0.008
per time step. Create events generated new repositories at a probability of
0.481955 as actual create events can result in repositories, branches and tags.

3 Results

Our experiments examine three questions:
1. do stable clusters exist across consecutive months in the partitioned GitHub

data?
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2. does the ABM configured with the extracted archetypes outperform the
simple mean model?

3. are archetypes extracted from more stable clusters better than those from
less stable clusters?
First, we examine the stability of the clustering across consecutive months.

Table 2 shows the stability score for k-means clustering with k = 3, ..., 9 in all 4
partitions. k values of 4, 3, 4, and 3 generate the most stable clusters for partition
1, 2, 3, and 4 respectively. Partitions 1, 2, and 3 definitely exhibit stable clusters
as their best stability scores exceed 0.9.

Table 2. Stability score for different partitions

# Clusters 0-10 10-100 100-1K 1K-10K

3 0.931 0.996 0.920 0.685
4 0.949 0.988 0.928 0.671
5 0.912 0.919 0.841 0.557
6 0.825 0.989 0.867 0.604
7 0.795 0.934 0.751 0.594
8 0.791 0.974 0.796 0.577
9 0.769 0.973 0.617 0.571

Fig. 1. Error of Gini Coefficient for Users. Configuration 0 (without cluster informa-
tion) performs badly at predicting the dispersion of contributions across users. Config-
uration 1 (most stable cluster) is the best performer yielding a small improvement vs.
using the second most stable cluster to initialize the archetypes.

To evaluate the simulation performance of our extracted archetypes, we ran
several configurations of the agent-based model. The baseline (Configuration 0)
models the entire population using the mean event frequencies. Configuration
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Fig. 2. Error of Gini Coefficient for Repositories. Configurations 1 and 2 (cluster based
archetypes) yield slightly better performance. However, the ad hoc heuristics used by
the simulation for repository assignment do not perform as well at allocating events
across repos.

1 uses the archetypes from the most stable clustering result on each partition,
yielding 15 archetypes (14 General Users and 1 Hyperactive User). Configuration
2 used the second best clustering results yielding 17 archetypes. The simulations
were run for 43200 time steps, simulating a month of GitHub activity with σ
∈ 1, 2, 4, 8, 16, 32. Each configuration was repeated ten times to obtain aggregate
simulation results.

Although our ABM is designed to answer questions about many types of
GitHub trends, we are particularly interested in accurately modeling the rela-
tive activity levels of users and repositories since these are core aspects of the
ABM that affect many population-level trends. Our experiments measure the
absolute error of different initial archetype populations at predicting the Gini
coefficient over one month of test data. Rather than looking at the errors of
specific event types, we group the events into meaningful action categories: 1)
contributions, 2) watches, and 3) forks. Figure 1 shows the performance of the
cluster-based archetypes at predicting the Gini coefficient over user contributions
for one month of test data. We also study the performance of our repository
allocation heuristics at predicting the Gini coefficient over repository activity
(Figure 2).

4 Conclusion and Future Work

The stable cluster-based user archetypes outperform the baseline and the less sta-
ble clusters at predicting the dispersion of activity across users. These archetypes
offer slight improvements in calculating the dispersion across repos, however the
heuristics for repo assignment do not perform as well. In future work, we plan
to extend our clustering approach to discover repo archetypes that can be used
to make a more informed decision about the assignment of events to repos.
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