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abstract
One of the most powerful constraints governing many activity recognition problems is that
imposed by the human actor. It is well known that humans have a large set of physical and
cognitive limitations that constrain their execution of various tasks. In this article, we show
how prior knowledge of these perception and locomotion limitations can be exploited to
enhance path prediction and tracking in indoor environments for pervasive computing
applications. We demonstrate an approach for path prediction based on a model of visually
guided steering that has been validated on human obstacle avoidance data. Our approach
outperforms standard motion models in a particle filter tracker during occlusion periods of
greater than one second and results in a significant reduction in SSD tracking error.
© 2011 Elsevier B.V. All rights reserved.

1. Introduction
The ability to predict the path of a moving human is a crucial element in a wide range of applications, including video
surveillance, assisted living environments (smart homes), and simulation environments. Two tasks, tracking (finding the
user’s current location) and goal prediction (identifying the final destination) are particularly relevant to many problems.
Human trajectory prediction can serve as a useful supplement to activity recognition in facilitating location-aware user
notifications. For instance, recognizing activities of daily living might reveal that the user is engaged in housecleaning;
trajectory prediction would enable a home monitoring system to warn the user about a possible tripping hazard. In some
cases, predicting the user’s trajectory is more important for recognizing user intent than activity recognition; imagine a
parking lot surveillance system attempting to match cars to pedestrians. In this case, the recognition that the users are
walking would provide comparatively little information relevant to predicting the user’s trajectory and/or destination.
Although standard path planning approaches can be used to predict human behavior at a macroscopic level, they do
not accurately model human path preferences. In this article, we demonstrate an approach for path prediction based on a
model of visually guided steering that has been validated on human obstacle avoidance data. By basing our path prediction
on egocentric features that are known to affect human steering preferences, we can improve on strictly geometric models
such as Voronoi diagrams [1]. Our approach outperforms standard motion models in a particle filter tracker and can also be
used to discriminate between multiple user destinations.
To track humans with sensor networks [2], detect behavior anomalies [3], and offer effective navigational assistance [4],
we need to be able to predict the trajectory that a human will follow in an environment. Although human paths can be
approximated by a minimal distance metric, humans often exhibit counter-intuitive behaviors; for instance, human paths
can be non-symmetric and depend on the direction of path traversal (e.g., humans walking one route and returning via
a different one) [5]. Obviously tracking and goal prediction algorithms that assume distance-minimizing behavior will
generate errors in environments where the humans’ behavior diverges from this model.

∗

Corresponding author.
E-mail addresses: bulent@cs.ucf.edu (B. Tastan), gitars@eecs.ucf.edu (G. Sukthankar).

1574-1192/$ – see front matter © 2011 Elsevier B.V. All rights reserved.
doi:10.1016/j.pmcj.2011.02.003

2

B. Tastan, G. Sukthankar / Pervasive and Mobile Computing (

)

–

To address this problem, we sought a psychologically grounded model of human steering and obstacle behavior to
incorporate into our tracking and goal prediction system. Our selected model, originally proposed by Fajen et al. [6]
incorporates environmental features that are accessible to the human vision system into a second-order dynamical model;
all calculations are based on local perceptual information and do not require global knowledge of the environment. In
this article, we demonstrate that a particle filter tracking system based on this human steering model outperforms other
commonly used motion models. We trained and evaluated our model in two different scenarios (1) individual subjects
navigating an obstacle course in a simulated environment and (2) multiple humans moving around an office environment.
2. Related work
The problem of predicting human trajectories in both indoor and virtual environments has been attacked using a variety
of approaches. In the most general version of the problem, human activity recognition, the aim is to characterize or classify
the activity performed by the human; specifics such as trajectory either can emerge as a byproduct of the recognition or
are utilized as a feature in part of the recognition process. Often this can be treated as a multi-class supervised classification
problem as shown by Zhao et al. [7] who demonstrated a set of machine learning techniques to reduce the number of labeled
samples required to classify motion capture sequences. However, in some cases, the set of possible activities is not known
a priori and needs to be discovered in an unsupervised fashion (e.g., [8]).
Interleaved and concurrent activities can be a challenge for the multi-class classification framework; Gu et al. [9]
constructed a sensor-based activity recognition system that can recognize such complex activities from sensor data with
78% accuracy from features such as body part acceleration, held objects, and environmental variables. These single-person
activity recognition frameworks have also been extended to handle multi-person collaborative activities [10,11]. Even
though these algorithms utilize features based on motion data and trajectory information, they do not address the path
prediction problem which is the main focus of our research.
Tracking, the problem of predicting where an object or person will be in the immediate future, is often formulated as a
state estimation problem and addressed with standard filtering techniques such as Kalman [12] or particle filters [13]. In this
case, the problem is to determine the true state of a set of hidden location variables from a sequence of observable sensor
data. These state estimation methods rely on having a reasonable motion model for predicting the human’s movement;
examples of commonly used models include random (Brownian) motion and constant velocity. In more complex state
estimation schemes for human transportation routines, the type of motion model can be modeled as a hidden state variable;
Liao et al. [14,15] demonstrated a method for tracking and predicting human movements from GPS sensor data in which the
mode of transportation (walking, bus, car) was inferred using a hierarchical dynamic Bayes network or conditional random
fields [16]. These techniques are more appropriate for movement over long distances and rely on simple velocity models
that do not consider angular velocity or acceleration.
In cases where simple velocity and acceleration profiles are not adequate, motion planning methods have been used.
Bruce and Gordon [17] introduced a particle filter variant that used motion planning to plan paths to common destinations
in the environment; they show this approach to be superior to the standard Brownian motion model for tracking people in
cases where the sensor trace is occluded. Voronoi diagrams have also emerged as a popular path planning method for safely
avoiding obstacles since a Voronoi path maximizes the distance between the robot and obstacles in the environment [1].
Recently, state estimation models have leveraged Voronoi diagrams for tracking people in indoor environments as a
replacement for road networks [18]. Both plan planning and Voronoi motion models are superior to the simpler velocity
profiles because they incorporate knowledge of the geometry of the environment (modeled as goals and obstacles) into the
path planning. However, these methods are not based on actual human motion profiles, nor are they easily adapted to new
subjects. In the next section, we present a steering model that is based on human motion profiles and show how it can be
tuned for new subjects. In this article, we only present tracking results from using a particle filter in combination with the
steering model, but we believe that we can generalize this approach to other state estimation techniques.
An alternate approach to the global motion planning methods is to assume that the walker makes decisions solely based
on local features, without constructing a complete path to the goal. A popular local planning technique, potential-fieldbased control [19], models the influence of the environment as an imaginary set of attractive and repulsive forces generated
from visible goals and obstacles. The walker’s direction and speed are determined by the combined influence of the forces.
Since potential fields are computationally inexpensive and straightforward to implement, they are a useful steering model
for guiding autonomous characters in games and simulations [20]. However, the trajectories generated by a potentialfield planner can fail to match human locomotion data, particularly when the planner generates abrupt changes in angular
velocity, which is rarely observed in human walkers.
An orthogonal strategy to modifying the motion model is change the sampling procedure. An example of this approach
was demonstrated for the problem of hand tracking/gesture recognition by Shan et al. [21] who combined a particle filter
framework with mean shift optimization to make particles converge to local peaks while tracking skin colored regions in
the video. Following the hand tracking, authors perform gesture recognition by looking backward in time to calculate cell
occupancy. Our work is complementary to this type of approach since a better motion model will benefit any type of particle
filter tracking and is agnostic to sampling procedure. Occlusions pose a significant impediment to vision-based particle filter
trackers; we demonstrate that our particle filter is robust to occlusion. An alternative approach is to construct an explicit
model of the occlusion types that can occur during the video sequence; this has been demonstrated by Xu and Ellis [22] for

B. Tastan, G. Sukthankar / Pervasive and Mobile Computing (

)

–

3

the problem of multiple object tracking. To handle the case of entry and exit from different types of occlusions, a Bayesian
network model is used and conditional probabilities are learned over sample sequences from the same video.
There are many non-state-estimation approaches to predicting GPS transportation routines; for instance, Ziebart
et al. [23] used inverse reinforcement learning to learn the reward function used by human subjects when selecting driving
routes. Learning the reward function from data is the inverse to the standard reinforcement learning problem in which the
reward is known and the policy is learned. In contrast to our dataset, the road network for the area is known in advance
and used in the prediction process; our method can be used to predict paths in unstructured environments without road
networks. Learning these road networks can be a useful stepping-stone toward analyzing video of pedestrians walking
through outdoor scenes. Makris and Ellis [24] characterize paths using two features: entry/exit zones where pedestrians
enter or exit the scene and junctions where paths cross each other. Pedestrian trajectories are compared with the routes
stored in the database. If a new trajectory matches a previous route, then the route information is updated with the current
trajectory. If the trajectory is not close enough to previously stored routes, then a new route is generated. An example usage
case of this network is for estimating the probability of a route being taken from a known entry point.
Another approach would be to consider how humans track and to create a completely cognitively realistic system [25,26].
Instead, our tracking system utilizes a model of human obstacle avoidance; it is not in total meant to emulate how humans
themselves track objects. Leveraging information about human physical and cognitive limitations has been commonly used
within the HCI community as a tool to predict the effect that a user interface will have on a human’s task performance.
By creating and utilizing models of human performance, researchers can do preliminary evaluations of the effects of user
interface modifications without empirical user testing. Two models that have been successfully employed for this purpose
are GOMS [27] and ACT-R [28,29]. ACT-R [28] is a general cognitive model for simulating human memory and learning that
has been used for a range of applications including cognitive tutoring systems and interpreting fMRI data. GOMS (Goals
Operators Means Selection) is a human information processing model specialized for evaluating user interface paradigms
that utilizes timing information for various eye and hand movements. The human steering model that we employ is a
specialized model, specific to locomotion behavior. However, we believe that these other types of cognitive models could
be leveraged toward the recognition of other types of human physical activities.
3. Human steering model
For our study, we selected a human steering model based on (1) local perceptual features that are easily calculated by the
human vision system and (2) a second-order dynamical control system that guarantees a smooth angular velocity profile.
This model was introduced by Fajen et al. [6] to model visually guided human locomotion. In their studies, human subjects
had to avoid virtual stationary obstacles while wearing a head-mounted display. This model has been generalized to handle
other steering problems such as target interception; here, we focus on the steering model for stationary obstacles and goals
(Fig. 1).
In this steering model, human locomotion is assumed to have a constant translational speed (s); goals and obstacles
affect the subject’s angular acceleration (φ̈ ) according to a set of differential equations. Objects in the environment (goals
and obstacles) are represented in an egocentric coordinate frame using features that are easily extracted by the human
visual system. The subject’s heading direction (φ ) is defined with respect to a fixed reference axis. The agent’s movement
is governed by three components: damping, goal, and obstacle functions. The first component, damping, is a function of
angular velocity but is independent of the agent’s present angle (φ ); it prevents angular oscillations and models humans’
preference for straight movement. The goal component serves as an attractor to the agent and takes as input the goal angle
(φ − ψ ) and goal distance (dg ). The third and final component, the obstacle function, repels the agent from obstacles; its
inputs are obstacle angles (φ − ψo ) and obstacle distances (do ). The overall formula for obstacle avoidance is:
#obst

φ̈ = −fd (φ̇) − fg (φ − ψg , dg ) +

−

fo (φ − ψoi , doi ),

i=1

where fd , fg and fo are the damping, goal and obstacle components, respectively. The component functions are linearly
combined, resulting in the following expression for the total angular acceleration function:
#obst

φ̈ = −b(φ̇) − kg (φ − ψg )(e−c1 dg + c2 ) +

−

ko (φ − ψoi )(e−c3 |φ−ψoi | )(e−c4 doi ).

i =1

4. Data collection
To evaluate the performance of our path prediction and tracking framework, we initially examined the performance of
human subjects in a simulated environment with a variety of possible layouts (Fig. 2) before moving to a real-world dataset
with multiple people moving around an indoor office environment (Fig. 4). Additionally we verified the performance of our
steering model implementation by using it to drive a vision-guided mobile robot through several small obstacle courses
(Fig. 3); our implementation is similar to the one described in [30].
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Fig. 1. The heading φ is calculated with respect to the reference axis (dotted line). The goal (marked as G) component is calculated using the distance to
goal, dg , and goal angle ψg . An obstacle (marked as O) affects the walker (marked by bird’s eye view of subject) through the distance to the obstacle, do and
the angle ψo . Figure adapted from [6].

Fig. 2. A human subject avoiding stationary obstacles in our Second Life obstacle course. Position data is acquired using the halo object worn by the user’s
avatar. The goal location is the flat circle and the obstacles are represented as low cylindrical columns.

Fig. 3. Using the steering model to direct a vision-guided create robot through the same obstacle setup simulated within Second Life. The robot detects
obstacles using a color-based segmentation algorithm, changes its path prediction and moves towards the goal following the updated path. Robot and
obstacle course (left); path calculated by human steering model, based on all detected obstacles (middle); camera view from robot’s perspective showing
a successful detection of an obstacle (right).

Being able to predict the future path of a human navigating a virtual environment facilitates (1) rapid rendering of future
game destinations, (2) opponent modeling in tactical games, and (3) more accurate tracking of subjects during periods of
network latency. For our study, we used the virtual environment, Second Life, for our path prediction experiments and
retrain the Fajen et al. human steering model (originally designed for human locomotion) to handle cases in which the
subject is directing an avatar with keyboard and mouse.
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Fig. 4. Office environment and sample traces (top). The room is a kitchen with four entrances; the interior stationary obstacles are a table and stools in
the center of the kitchen. Point obstacle representation of office area used by the steering model (bottom).

Second Life is a user-constructed virtual environment that allows the users to construct their own 3D world [31]. The
game supports a number of personal modes of travel (walking, flying, teleporting) in addition to allowing users to create
their own vehicles. Second Life is laid out in a 2D space, SLGrid, composed of regions with each region being hosted on its
own server and offers a fully featured 3D environment that is built and shaped by the users who own the land.
To collect human trajectory data from Second Life, we built a monitoring object using the Linden Scripting Language (LSL).
The object appears as a halo that is worn on the avatar and monitors the user’s current x,y,z location. The script commences
operation when the user clicks on the object and records points on the user’s path along with timestamp information. At
periodic intervals, all of the collected information in XML format is emailed to an external account. Due to network latency,
it can take several minutes for the mail to be delivered.
The virtual obstacle course to be navigated by the subject was created using a set of scripted objects to mark the start,
finish, and obstacles (shown in Fig. 2). These script objects send their current locations via email. A multi-threaded Java
email parser reads the email using the POP gmail interface and stores it in a database. The particle filter tracker and human
steering model (implemented in Matlab) make their path predictions based on the database.
After verifying the performance of our path prediction and tracking framework on the virtual environment data, we
evaluated it on traces of humans moving around busy office environment collected using a SICK laser scanner positioned at
ankle height. The full dataset contains almost five million points (5642 paths from 630 h of scans); however we cleaned the
data to remove vestigial traces shorter than 0.5 s in duration and traces where the data association between points and tracks
was ambiguous. After the post-processing, we randomly selected 3 days of data (51 paths) to evaluate our path prediction
and tracking framework. To utilize the human steering model, we converted the map into a series of point obstacles. The
room layout, converted map, and a subset of the traces are shown in Fig. 4.
5. Parameter fitting
To apply the model to the problem of predicting virtual avatar movement, we retrained the parameters with a set of
short (5–6 s) movement traces collected from one subject in Second Life using the procedure described in Section 4. Goal
parameters and obstacle parameters were trained separately. For the goal parameters (b, kg , c1 and c2 ) we collected five
traces with the same distance but different angles and four traces with the same angle but different distances. For the
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Table 1
Comparison of error (SSD) between ground truth to
the path predicted by different motion models on
Second Life obstacle layouts.
Obstacles

1

3

9

HSM (our method)
Shortcut
Voronoi

19.4
56.3
131.6

15.5
49.8
197.5

23.2
59.4
124.3

Table 2
Number of matched subject traces in x and y
dimensions according to Kolmogorov–Smirnov test
on different Second Life layouts.
Obstacles

1

3

9

Human steering model

x
y

5
10

6
10

6
10

Shortcut

x
y

0
0

3
5

3
10

Voronoi

x
y

0
0

1
4

3
9

obstacle parameters (ko , c3 and c4 ) we used four traces in which the goal was placed directly ahead and a single obstacle
offset slightly to the left at different distances. This parameter fitting procedure follows Fajen et al., as described in [6].
Initially, we used the original model parameters as a starting point to determine reasonable values and ranges before
performing a grid search to identify the set of parameters that minimized the sum-squared error between the trace set and
the predictions. The resulting parameters are: b = 3.45, kg = 10, c1 = 1, c2 = 1, ko = 300, c3 = 4.5, c4 = 0.6. This process
took seven hours on a Core-Quad 2.4 GHz machine. Later, using a nonlinear optimization technique for least square error
minimization [32], we confirmed that the parameters were close to the grid search results.
6. Path prediction
Before implementing the tracker, we evaluated the performance of the human steering model for predicting the complete
paths used by the human subjects in a set of Second Life obstacle courses. We compared the results of the human steering
model against two other commonly used path prediction models: shortcut and Voronoi graph.
Shortcut: calculates the most direct path to the goal ignoring the obstacles.
Voronoi: searches for the path to the goal that minimizes a path along the Voronoi graph (assuming that the start and goal
are projected to the closest Voronoi segments).
Human Steering Model (HSM): uses the paths predicted by our retrained version of the visually guided obstacle model.
The data used for testing the motion models was gathered from three different randomly generated layouts with varying
numbers of obstacles in a Second Life environment. The results of path planning using these three different models on
obstacle courses with varying numbers of obstacles is shown in Fig. 5. Table 1 shows the error results averaged across all
subject traces for different numbers of obstacles. The error is computed by summing the square of distances between a point
on a subject trace and its closest corresponding point on the predicted path. The results indicate that the human steering
model outperforms the other two models for any number of obstacles.
We statistically tested the goodness of fit between the different models and the original traces using a two-sample
Kolmogorov–Smirnov test [33] for evaluating the equality of one-dimensional probability distributions. The null hypothesis
is that both paths (the human subject trace and the prediction model) are drawn from same distribution. Since the
Kolmogorov–Smirnov test can be applied only on one dimension, the test is applied to both x and y axes separately for
different obstacle layouts using ten subject trials for each layout.
The results of the test is presented in Table 2. The human steering model is a good match for all ten of the subject traces
in the y coordinate frame and >5 traces in the x dimension. Note that for this particular obstacle layout, prediction in the x
dimension is harder than prediction in the y dimension since most of the obstacle avoidance involves maneuvering in the
x dimension, whereas prediction in the y dimension mainly requires having a good estimate of the subject’s translational
velocity. The fit of the other two models is quite poor, especially for the single obstacle case.
7. Particle filter tracker
To track the movement of the human subjects, we implemented an adapted particle filter tracking system using the
human steering model. Although the position data from both Second Life and the SICK laser scanner is highly accurate

B. Tastan, G. Sukthankar / Pervasive and Mobile Computing (

)

–

7

Fig. 5. Paths predicted by the four motion models for a variety of obstacle courses. The standard motion model (constant velocity) is adequate only for
short durations or in areas of low obstacle density. The proposed model (HSM) generates paths that better approximate the user’s ground truth trajectory.

compared to other types of sensor data, gaps in the tracks can be caused by (1) occlusions (in the real world) and (2) network
latency (in the virtual world). By using our trained human steering model as a motion model for the particle filter, we can
robustly track the human subjects during sensor blackout periods.
A particle filter is a non-parametric Bayesian technique for estimating posterior distributions; each particle represents a
hypothesis of the true world state at time t. The particle filter algorithm approximates the belief bel(xt ) using a set of particles
Xt ; the particle set Xt is constructed recursively from the previous state set Xt −1 , control trajectory ut and observation zt .
The main steps of the algorithm are as follows [13]:
1. The hypothetical state Xt is generated for time t from previous particle set Xt −1 and control trajectory ut :
Xt ∼ p(xt |ut , xt −1 ).
2. The importance factor is calculated by incorporating observation zt into particle set Xt s.t.

wt = p(zt |xt ).
3. The particle set is resampled using the importance weights. After resampling, particles are sampled approximately
according to posterior belief:
bel(xt ) = ηp(zt |xt )bel(xt ).
7.1. Method
Assuming that the locations of goal and obstacles are known, we can construct a path using our trained human steering
model to serve as the control trajectory for the particle filter. The particle filter is then used to track the person’s location
between the sparse position updates, when there is no sensor information; the state description in our particle filter is
simply the (x, y) coordinates of the tracked user.
We evaluated the tracking performance of four different motion models during the sensor blackout period:
Shortcut: generates the most direct path to the goal, ignoring obstacles.
Voronoi: searches for the path to the goal that minimizes a path along the Voronoi graph (projecting start and goal to their
nearest segments). Such a path moves towards the goal while staying away from obstacles.
Constant Velocity: maintains the last observed velocity, thus extrapolating during sensor blackout using a linear model.
Human Steering Model (HSM): generates a path using our retrained version of the visually guided obstacle model.
Fig. 5 shows paths generated from three worlds (with varying numbers of obstacles) by each of the four motion models,
compared to the ground truth data obtained from Second Life after the subject finished traversing the obstacle course. Circles
in the figure represent the obstacles and the goal is marked by a plus sign. The path starts at (0, 0) and proceeds in upward
direction. At the point of sensor blackout, the paths predicted by the different motion models diverge. In particular, one can
see that the constant velocity model is adequate in the absence of obstacles or when the duration of the sensor blackout is
short. Particle filters employing the different motion models perform very differently. We detail the operation as follows.
At each time step, for each particle, the closest segment on the path generated by the motion model is found, and the
particle’s position is updated so that it moves parallel to this segment at the predicted speed. The position of the particle is
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then perturbed using zero-mean Gaussian noise. When observations are available, the weight (likelihood) of each particle
is determined using a Gaussian sensor model; in the absence of observations, all of the particles receive an equal weight.
In the resampling step, weights are first sorted in ascending order and normalized to unit sum. Then the cumulative sum
of the sorted weights is calculated. A uniform random point is picked on the cumulative sum and the particle corresponding
to that point on cumulative sum is added to the posterior particle set. This step is repeated for the number of particles to
construct the new particle set. The process is summarized in Algorithm 1.
Algorithm 1 Particle Filter(Xt −1 , ut , zt )
Xt −1 : previous particle set (location of particles)
ut : control trajectory (generated by motion model)
zt : observed location of avatar, when available
Q ←∅
for each particle x in Xt −1 do
[u1 , u2 ] ← closest points to x on path ut
θ ← angle
∑ to u2 from u1
δo ← o ∈{obstacles} (x − oi )/ exp(‖x − oi ‖)
i

v ∼ N (|u2 − u1 |, |u2 − u1 |2 )
x ← x + (v cos θ , v sin θ ) + N (0, σ 2 ) + kδo

add x to Q
if exists(zt ) then
weightsx ← 1/‖zt − x‖
else
weightsx ← 1
end if
end for
weights=weights/sum(weights)
[s, si]=sort(weights)
cumdf=cumsum(s)
Xt ← ∅
for m = 1 to |Xt −1 | do
r = rand(0, 1)
i ← index that cumdf(i) is closest to r
add Q (si(i)) to Xt
end for
return Xt

7.2. Results
Fig. 6 shows sample traces from the particle filter using the constant velocity and HSM motion models. Clearly, the popular
linear model is poorly suited for predicting the user’s position during sensor blackout when the motion is affected by the
presence of obstacles. As a result, the predicted distribution of particles drifts significantly from the ground truth during
these periods. In contrast, the path generated by the proposed method (HSM) captures the motion of the user, enabling the
particle filter to robustly track the user even through extended periods of sensor blackout.
Table 3 compares the tracking results of the four motion models against ground truth, over the duration of the obstacle
course. We confirm that the constant velocity model performs poorly because linear extrapolation cannot model paths in
obstacle-rich settings. Steering directly towards the goal (shortcut) is also a poor choice because it fails to account for the
effect of obstacles. Following the Voronoi path is overly conservative at obstacle avoidance. The human steering model,
trained on the Second Life data, is able to accurately predict the user’s path through the obstacle course during periods of
sensor blackout.
For the more cluttered office environment data, we noted that the shortcut and constant velocity models occasionally
bumped into obstacles so we focused our comparison on the two obstacle-aware models, Voronoi and HSM, which are
guaranteed to preserve an adequate clearance between paths and obstacles. To identify the Voronoi path, we used Dijkstra’s
algorithm to find the shortest path on a static Voronoi diagram constructed over the whole environment. Fig. 7 shows an
example comparison between a human track from the office environment dataset, the HSM prediction, and the Voronoi
path. As we can see, the path generated by the HSM model is consistently closer to the actual path navigated by the human,
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Fig. 6. Particle filter using constant velocity model (top) and human steering model (bottom).

Table 3
Particle filter using different motion
models on Second Life data.
Motion models

Error (SSD)

HSM
Voronoi
Shortcut
Constant velocity

3.0
11.0
24.3
134.5

Table 4
SSD error for the office environment dataset.
Motion models

Path prediction

Tracking

HSM
Voronoi

26.7
56.3

15.8
26.3

compared to the Voronoi path that makes sharp deviations to maximize the distance between obstacles. Table 4 shows
the SSD errors for both the path prediction and human tracking task over the office environment dataset; our method
outperforms the Voronoi tracker at reducing SSD errors and the t-test reveals that the error reduction results are significant
at the p < 0.01 level.
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Table 5
Error (SSD) for different motion models for extrapolating paths of different time
lengths.
Time (s)

0.5

1.0

1.5

2.0

2.5

3.0

3.5

HSM
Shortcut
Voronoi
Constant velocity

1.2
0.8
5.0
0.3

4.1
4.5
15.4
3.4

7.3
11.2
25.4
11.0

11.4
22.2
34.7
26.6

15.4
32.9
57.6
50.4

18.8
41.6
77.2
81.3

21.7
49.1
90.3
121.3

Fig. 7. Example comparison of a human trajectory from the office environment dataset, HSM-generated path and the Voronoi path. Note the large deviation
between the human’s path and the Voronoi path when the person moves unexpectedly close to an obstacle. In contrast, the HSM path more closely
approximates the human’s actual movement.

To further study how the quality of paths predicted by the different motion models varies with the duration of sensor
blackouts, we performed a series of experiments with increasingly longer sensor blackouts (0.5–3.5 s). Table 5 summarizes
the results. As suggested by our hypothesis, the constant velocity model performs well for short (t ≤ 1.0 s) durations, but
rapidly deviates from the user’s paths after that point. The Voronoi model returns poor predictions when the user does not
start near a Voronoi edge. The heuristic of simply heading towards the goal performs surprisingly well in these experiments,
but this should be attributed to a low density of obstacles between the user and the goal during the sensor blackout. Our
method (HSM) is initially worse than constant velocity but quickly (t > 1.0 s) becomes the best choice. Furthermore, it
accumulates error at a slower rate than the other methods, confirming that it can predict user trajectories during long
sensor blackouts (Fig. 8).
In summary, the results show that the tracker augmented with a human steering model is more effective at leveraging
information about the environment than the other approaches that use layout information without an accurate model of
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Fig. 8. Tracking performance of the particle filter in the office environment. An occlusion was synthetically generated by deleting a few seconds of one
trace; the bold line shows the mean position of the particles compared to the human’s path. The raw path prediction of the HSM model is the dotted line.

human physical capabilities. The constant velocity assumption can be very accurate for predicting trajectories in the extreme
short-term (less than one second) but is obviously hampered by the lack of environment information.
8. Discussion
One straightforward extension for improving the tracking accuracy of the human steering model is to augment the state of
each particle to include the parameters for the HSM. Each particle would effectively maintain different hypotheses about the
current state of the HSM model. In future work, we plan to evaluate the performance of different state-space representations
for our particle filter tracker.
A general issue with applying the HSM model to new problems is that the geometry of the environment (obstacles and
goals) has to be known in advance; this makes our method well suited for tracking pedestrians from surveillance cameras
in a known area or for monitoring users in a virtual world. In cases where the camera is moving (e.g., on a robot) or the
world geometry is known, environmentally dependent models such as HSM or Voronoi cannot be applied. For Second Life
scenarios where the geometry is known, we have demonstrated a supervised approach for learning destination preferences
by leveraging user map annotations in situations when it is possible to gather user-supplied activity data [34].
We suggest that it is also possible to use the human steering model for goal prediction in situations where there are
multiple possible goals and the algorithm must predict the user’s ultimate destination. Our approach to this problem would
be to use the HSM to calculate the difference between the user’s current trajectory and the set of HSM-generated trajectories
to each candidate goal in the environment. This metric could be used as a measure of the relative likelihood of each candidate
destination. An interesting future application of this technology would be the creation of parking lot surveillance systems
for matching cars to pedestrians since it would be possible to identify the set of goals. In such a domain, cars would serve
both as obstacles (to people heading for other cars) and also goals (for the car owner); this obstacle/goal duality would serve
to accentuate the difference between candidate hypotheses.
9. Conclusion
Using physical constraints to limit the search space across models of human activity is a potentially powerful tool
since there are many activity recognition problems that utilize human motion data from video, motion capture, and bodymounted inertial measurement units. Pre-existing models of human physical and information processing from human
psychology could be leveraged toward improving recognition in a wide variety of problems. The research challenge is in
determining how to use models to aid the recognition and prediction process.
In this article, we demonstrate an approach for path prediction and user tracking in both the Second Life virtual world
and an indoor office environment; our method is applicable to any environment (real or virtual) with known geometry.
The ability to predict the path of a moving human is a crucial element in a wide range of pervasive computing applications,
including video surveillance, assisted living environments (smart homes), and simulation systems. Although standard path
planning approaches can be used to predict human behavior at a macroscopic level, they do not accurately model human
angular acceleration preferences. We propose an alternate approach for path prediction based on a second-order dynamical
human steering model originally introduced by Fajen et al. [6] and confirm the applicability of the HSM for our task by
showing statistically significant path fit improvements over standard planning models. By basing the tracker’s motion model
on human steering preferences, we improve on strictly geometric models such as Voronoi diagrams. Additionally, our model
is robust to occlusions and outperforms the commonly used constant velocity motion model during sensor blackouts.
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